
Natural Phenomena 
The are a large number of naturally occurring phenomena such as smoke, fire and clouds which are
challenging to render at interactive rates with any semblance of realism. A common solution is to
reduce the requirement for complex geometry by using textures. Many of the techniques use a
combination of geometry and texture which vary as a function of time or other parameters such as
distance from the viewer. 
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1 Smoke 

Modeling smoke potentially requires some sophisticated physics, but surprisingly realistic images
can be generated using fairly simple techniques. One such technique involves capturing a 2D cross
section or image of a puff of smoke with both luminance and alpha channels for the image. The
image can then be texture mapped onto a quadrilateral and blended into the scene. The billboard
techniques outlined in Section 6.10 can be used to ensure that the image is transformed to face the
user. Using a GL_MODULATE texture environment, the color and alpha value of the quadrilateral can be
used to control the color and transparency of the smoke in order to simulate different types of
smoke. For example, smoke from an oil fire would be dark and opaque, whereas steam from a flare
stack would be much lighter in color. 

The size, position, orientation, and opacity of the quadrilateral can be varied as a function of time to
simulate the puff of smoke enlarging, drifting and dissipating over time. 

  



More realistic effects can be achieved using volumetric techniques. Instead of a 2D image, a 3D
volumetric image of smoke is rendered using the algorithms described in Section 16.2. Again,
dynamics can be simulated by varying the position, size and transparency of the volume. More
complex dynamics can be simulated by applying local distortions or deformations to the texture
coordinates of the volume lattice rather than simply applying uniform transformations. The
volumetric shading technique described in Section 16.2.11 can be used to illuminate the smoke. 

There are many procedural techniques which can be used to synthesize both 2D and 3D textures
[25]. 

2 Vapor Trails 

Vapor trails emanating from a jet or a missile can be rendered using methods similar to the painting
technique described in Section 8.3. A circular, wispy 2D image such as that used in the preceding
section is used to generate the vapor pattern over some unit interval by rendering it as a billboard. A
texture image consisting only of alpha values is used to modulate the alpha values of a white
billboard polygon. The trajectory of the airborne object is painted using multiple overlapping copies
of the billboard as shown in Figure 92. Over time the individual billboards gradually enlarge and
fade. The program for rendering a trail is largely an exercise in maintaining an active list of the
position, orientation and time since creation for each billboard used to paint the trail. As each
billboard polygon exceeds a threshold transparency value it can be discarded from the list. 

  



  

3 Fire 

The simplest techniques for rendering fire involve applying static images and movie loops as
textures to billboards. 

A static image of fire can be constructed from a noise texture; Section 6.20.2 describes how to
make a noise texture using OpenGL. The weights for different frequency components should be
chosen to reflect the spectral structure of fire, and turbulence can also be incorporated effectively
into the texture. The texture is mapped to a billboard polygon. Several such textures, composited
together, can create the appearance of multiple layers of intermingling flames. Finally, the texture
coordinates may be distorted vertically to simulate the effect of flames rising and horizontally to
mimic the effect of winds. 

A sequence of fire textures can be played as an animation. The abrupt manner in which fire moves
and changes intensity can be modeled using the same turbulence techniques used to create the fire
texture itself. The speed of the animation playback, as well as the distortion applied to the texture
coordinates of the billboard, might be controlled using a turbulent noise function. To create the
animation a series of texture objects is created, each one containing one image from the fire
sequence. During playback the set of texture objects is sequenced through, one each frame,
mapping the current texture to a quadrilateral using a modulate texture environment. 

4 Explosions 

Explosion effects can be rendered by combining the techniques for smoke, vapor, and fire. A static
image of a fireball is drawn centered in the middle of the explosion and dilated and faded over
some time period. At the same time, the vapor and smoke rendering techniques are combined to
cause a smoke trail to rise from the center of the explosion. To make the explosion appear more
realistic, the geometry for fragments of objects are added to the scene with their own animated
trajectories. 

5 Clouds 



Clouds, like smoke, have an amorphous structure without well defined surfaces and boundaries. In
recent times, computationally intensive physical modeling techniques have given way to simplified
mathematical models which are both computationally tractable and aesthetically pleasing [31,25]. 

The main idea behind these techniques involves generating a realistic 2D or 3D texture function t
using a fractal or spectral based function. Gardner suggests a Fourier-like sum of sine waves with
phase shifts 

 

with the relationships 

 

Care must be taken using this technique to choose values to avoid a regular pattern in the texture.
Alternatively, texture generation techniques described in Section 6.20.2 can be used. 

A stochastic method, based on work by Fournier and Miller [29,63], uses a midpoint displacement
technique called Diamond-Square for generating a set of random values on a uniform grid. These
generated values are interpreted as opacity values and correspond to the cloud density at a given
point. The algorithm is iterative and during each iteration two steps are executed. The first, the
diamond step takes four corners of a square and produces a new value at the center of the square by
averaging the values at the four corners and adding a random number in the range [-1,1]. The
second step, the square step, consists of taking the corners of the four diamonds that were generated
in the diamond step (they share the center point of the diamond step) and generating a new center
value for each diamond by averaging its four corners and adding a random number in the range
[-1,1]. During the square step, attention must be paid to diamonds at the edges of the grid as they
will wrap around to the opposite side of the grid. During each iteration the number of squares
processed is increased by a factor of four. To produce smooth variations in the generated values, the
range of the random value added during the generation of center points is reduced by some fraction
for each iteration. 

Seed values for the first few iterations of the algorithm may be used to control the overall shape of
the cloud. 

Any of these techniques can be used to produce a 2D texture which can be used to render a cloud
layer. A cloud layer is simulated by drawing a large textured polygon in the sky at a fixed altitude.
A luminance cloud texture is used to blend a white constant texture environment color into a blue
sky polygon. 

Some of the dynamic aspects of clouds can be simulated by vary parameters over time. Cloud



development can be simulated by scaling and biasing the luminance values in the texture. Drifting
can be simulated by moving the texture pattern across the sky, i.e., transforming the texture
coordinates. Ground fog can be simulated by drawing the thin cloud layer between the viewer and
ground rather than the viewer and the sky. 

Gardner also suggests using ellipsoids to simulate 3D cloud structures. The texture data is generated
using a 3-dimensional extension of the Fourier synthesis method outlined above and the textures are
applied with increasing transparency near the boundary of the ellipsoid. These 3D textures can also
be combined with the volume rendering techniques described in Section 16.2 to produce 3D cloud
images. In order to improve the performance of the rendering, the full volume rendering algorithm
need not be used. In particular, the cloud may be assumed to be elliptical and opaque at the center.
Therefore, the interior of the cloud can be drawn as a polygonal shell and the outer edges of the
cloud using the volume rendering techniques. 

6 Water 

A large body of research has been done into modeling, shading, and reproducing optical effects of
water [100,75,30], yet most methods still present a large computation burden to achieve a realistic
image. Nevertheless, it is possible to borrow from these approaches and achieve modest results
while retaining interactive performance [54,25]. 

The dynamics of wind and waves can be simulated using procedural models and rendered using
meshes or height fields. The geometry is textured using simple procedural texture images.
Multipass rendering techniques can be used to layer additional effects such as surf. Environment
mapping can be used to simulate reflections from the surface. Specular illumination using
environment mapping can be combined with the Fresnel reflection model from Section 10.4 to
create a more physically accurate lighting model. The bump mapping technique from Section 10.6
can be used to create the illusion of ripples without modeling them in the geometry. The bump map
can be animated as part of the simulation to animate the ripples. The combination of reflection
mapping and a dynamic model for ripples provides a visually compelling image. Alternatively,
synthetic perturbations to the texture coordinates as outlined in Section 6.21.7 can also be used. 

  

Small swells can be modeled using a texture mapped height field. The height of the vertices can be
modulated with a sinusoid to simulate simple wave patterns as showing in Figure 93. The frequency
and amplitude of the waves can be varied to achieve different effects. The phase of the sinusoid can



be varied over time to create wave motion. 

Optical effects such as caustics can be approximated using parts of the OpenGL pipeline as
described by Nishita and Nakamae [70] but interactive frame rates are not likely to be achieved.
Instead such effects can be faked using textures to modulate the intensity of any geometry that lies
below the surface. Other below-surface effects can also be simulated. Movements of the water
(surge) can be simulated by perturbing the vertex coordinates of submerged objects, again using
sinusoids. Blueish-green fog can be used to simulate light attenuation in water. 

    
7 Light Points 

OpenGL has direct support for rendering both aliased and antialiased points, but these simple
facilities are usually insufficient for simulating small light sources, such as stars, beacons, runway
lights, etc. In particular, the size of OpenGL points is not affected by perspective projections. To
render more realistic looking small light sources it is necessary to change some combination of the
size and brightness of the source as a function of distance from the eye. 

The brightness attenuation a as a function of distance, d, can be approximated by using the same
equation used in the OpenGL lighting equation 

 

Attenuation can be achieved by modulating the point size by the square root of the attenuation 

 

As the point size approaches the size of a single pixel the resolution of the raster display system
will cause artifacts. To avoid this problem the point can be made semi-transparent once it crosses a
particular size threshold. The alpha value is proportional to the ratio of the point area determined
from the size attenuation computation to the area of the point being rendered 

 

More complex behavior such as defocusing, perspective distortion and directionality of light
sources can be achieved by using an image of the light lobe as a texture map combined with
billboarding to keep the light lobe oriented towards the viewer. An advantage of using texture
mapping is that the quadrilateral or other geometry that the texture is applied to is automatically
scaled by the perspective projection so rendering the correct size is less of an issue. To effectively
simulate distance attenuation it may, however be necessary to select different texture patterns
according to distance from the eye. 

8 Other Atmospheric Effects 

OpenGL provides a primitive capability for rendering atmospheric effects such as fog, mist and
haze. It is useful to simulate the affects of atmospheric effects on visibility to increase realism, and



it allows the database designer to cover up a multitude of sins such as ‘‘dropping’’ polygons near
the far clipping plane in order to sustain a fixed frame rate. 

OpenGL implements fogging by blending the fog color with the incoming fragments using a fog
blending factor, f , 

C = f Cin + (1- f ) C fog 

This blending factor is computed using one of three equations: exponential (GL_EXP),
exponential-squared (GL_EXP2), and linear (GL_LINEAR) 

 

where z is the eye-coordinate distance between the viewpoint and the fragment center. 

Linear fog is frequently used to implement intensity depth-cuing in which objects closer to the
viewer are drawn at higher intensity [27]. The effect of intensity as a function of distance is
achieved by blending the incoming fragments with a black fog color. 

The exponential fog equation has some physical basis. It is the result of integrating a uniform
attenuation between the object and the viewer. The exponential-squared function includes the
attenuation for reflected light which has passed through the attenuation layer twice, once for the
incident path and again for the reflected path. The exponential and exponential-squared functions
can be used to represent a number of atmospheric effects using different combinations of fog colors
and density values. Since OpenGL does not fog the pixel values during a clear operation, the value
of f  at the far plane, far, 

 

can be used to determine the color to which to clear the background 

Cbg = f far Cin + (1- f far) C fog 

where Cin is the color to which the background would be cleared without fog enabled. 

As mentioned earlier, the obscured visibility of objects near the far plane can be exploited to
overcome various problems such as drawing time overruns, level-of-detail transitions, and database
paging. However, in practice it has been found that the exponential function does not attenuate
distant fragments rapidly enough, so exponential-squared fog can be used to achieve a sharper
fall-off in visibility. Some vendors have gone a step further and provided more control over the fog
function by allowing applications to control the fog value through a spline curve. 

There are other problems that OpenGL’s primitive fog model does not address. For example,
emissive geometry such as the light points described above should be attenuated less severely than
non-emissive geometry. This effect can be approximated by precompensating the color values for



emissive geometry, or reducing the fog density when emissive geometry is drawn. Neither of these
solutions is completely satisfactory since colors values are clamped to 1.0 in OpenGL, limiting the
amount of precompensation that can be done. Many OpenGL implementations use lookup table
methods to efficiently compute the fog function, so changes to the fog density may result in
expensive table recomputations. To overcome this problem some vendors have provided a
mechanism to bias the eye-coordinate distance, avoiding the need to recompute the fog lookup
table. 

If OpenGL fog processing is bypassed it is possible to do more sophisticated atmospheric effects
using multipass techniques. The OpenGL fog computation can be thought of as simple table lookup
using the eye-coordinate distance. The result is used as a blend factor for blending between the
fragment color and fog color. A similar operation can be implemented using glTexGen() to generate
the eye-coordinate distance for each fragment and a 1D texture for the fog function. Using a
specially constructed 2D or 3D texture and a more sophisticated, texture coordinate generation
function, it is possible to compute more complex fog functions incorporating parameters such as
altitude and eye-coordinate distance. 

9 Particle Systems 

Some objects are difficult to represent as a set of surface primitives, even taking advantage of
transparency and texture mapping techniques. These include objects that have poorly defined or
dynamic topologies, or have no solid surface. Natural phenomena that meet this criteria include
smoke, clouds, fire, water, etc. 

Particle systems can be used to represent these objects. A particle system is a large set of simple
primitive objects which are processed as a group to represent an object. The characteristics of these
objects, such as size, position, color, and the lifetime of the particle itself, can be changed
dynamically. If these parameters of the particles are coordinated, the collection of particles can
represent an object. 

9.1 Representing Particles 

Since you would like to use a lot of particles to create more realistic objects, you would like to
render them as cheaply as possible. One good candidate primitive is an OpenGL point. Unaliased
single points of default size are rendered as single fragments. They can be thought of as very small
screen aligned rectangular billboards, since they are always oriented towards the viewer. 

It is important to pass points to the graphics hardware as efficiently as possible. Display lists are
very efficient, but since the characteristics of the points are usually changing from frame to frame,
vertex arrays would be a better choice. Vertex arrays avoid the overhead of multiple function calls
per vertex, and have an additional advantage; the primitive data is organized in array form. This is
useful since some or all of the point characteristics must be updated by the program each frame. It
is important that this be done efficiently, or the updating can become the bottleneck, starving the
graphics hardware. 

A particle system program has these basic components: 

  



  

Particles in particle systems can be organized in tables, indexed by the particle, containing particle
characteristics to be updated each frame. This representation works well with vertex array
representation, since the tables can be used directly to render the updated particles. 

Index X, Y, Z R, G, B, A Vx, Vy, Vz Lifetime Count

0     

1     

2     

3     

...     

Interleaved or non-interleaved vertex arrays can be used, depending on the complexity of the
particle system parameters. Parameters directly used for rendering, such as x, y, z position can be
intermixed in the table with non-rendering parameters, such as current velocity. Vertex array strides
can be adjusted to intermix these two types of information, or they can be kept separated. Since
particle update performance is important, particle tables may have many non-rendering values to
support incremental update algorithms. 

When choosing a vertex array representation, keep in mind that OpenGL implementations often
have higher performance using interleaved arrays that are densely packed. We recommend using
glInterleavedArrays() when possible. Of course, the data structure may have be adjusted to optimize
for either rendering speed or particle update performance, depending on which part of the system is
the performance bottleneck. 

    
9.2 Particle Sizes 

If particles are very small, or the particles are clustered tightly together some distance from the
viewer, good effects are possible with particles of a single size. If the particles are moving a large
distance towards or away from the viewer, a constant sized particle may appear unrealistic.
Particles of changing sizes can lead to performance penalties. Changing point size can be a costly
operation in OpenGL. Whenever possible, sort and group the particles by size when rendering to
minimize the number of glPointSize() calls. Sorting overhead can be minimized in many cases by



using an incremental sorting algorithm, since points generally move only a small distance from
frame to frame. 

If the GL_EXT_point_parameters extension is available, you can use glPointParameterfEXT() and
glPointParameterfvEXT() to set parameters that control point size as a function of distance from the
viewer. This extension should be carefully benchmarked to see if your implementation can handle a
set points with unsorted distance values efficiently. If not, then the points should still be sorted (or
perhaps just partially sorted) to increase rendering efficiency. 

Often sorting can be minimized by quantizing point sizes to a few distinct values. Groups of points
within a given bounding volumes can be all set to an average size appropriate for that volume. As
before, the effectiveness of quantizing particle size will depend on the behavior of particles in a
particular system. 

9.3 Large and Small Points 

If the particle size is increased from the default, the rectangular nature of the point representation
may become too apparent. Point antialiasing can be used to render the points as circles rather than
squares. Benchmark the performance of antialiased points of various sizes on your system to
determine the overhead of using this feature. Be sure to also take into account the fact that you will
have to use alpha blending to make point antialiasing work. 

If a particle must appear smaller than a single pixel, its alpha value can be reduced to make it more
transparent (remember to enable blending), simulating the brightness of a smaller particle. Another
technique that is faster but may not look as good is to reduce the intensity of the particle’s color
instead of its alpha. See Section 7 for more information. 

9.4 Antialiasing 

Antialiasing particles, both spatially and temporally, can be an important consideration, especially
if particles are moving slowly. Antialiasing points will cause the particles to move more smoothly
as they cross pixel boundaries, since fragments with fractional alpha values will be generated.
Another technique is to use the particle positions between two adjacent frames to orient a line
centered at the particle’s current position, and draw an antialiased line instead of a point. If the
line’s length and alpha are varied as a function of current velocity, you can create a motion blur
effect. 

If high quality is important and performance is not, or you have very good hardware support, the
accumulation buffer can be used to generate excellent antialiasing and motion blur. The particles
for a given frame can be rendered repeatedly and accumulated. The particle positions can be jittered
for spatial antialiasing, and the particle re-rendered along its direction of motion can produce
motion blur effects. For more information, see Section 9.5 in these notes, and the accumulation
buffer paper in the 1990 SIGGRAPH Proceedings [43] reprinted in these course notes. 

9.5 ‘‘Fat’’ Particles 

Up until this point, we have dealt with very simple representations of particles. We do not have to
limit ourselves to simple points, however. In OpenGL, points can be texture mapped and lit,
providing ways to achieve more particle effects. It may also make sense to consider using small
textured quads instead of points to represent particles for some systems. The quads can be textured
with a texture map containing alpha values to describe its shape, transparency and color. Using



more complex particles may allow you to use less particles to achieve the same visual effect,
enhancing performance. 

One problem with using quads or other surface primitives is that, unless you want to expose their
planar nature, you will have to billboard them. Billboarding is rotating each quad so that it always
faces the viewer. Since you control the orientation of the particles, this only becomes a problem
when the viewing transformation changes. See Section 6.10 in these notes. 

Some implementations have a billboarding extension, called GL_sprite, which will orient surfaces
automatically. Implementation performance may vary, and since surfaces can all be oriented
together, it may still be faster to billboard the surfaces yourself. Benchmark to be sure. 

9.6 Particle Systems in a Scene 

Particle systems can be difficult to integrate seamlessly into a complex scene. They are often not
depth buffered, relying on the the accumulated light contributions of all the particles to create a
particular effect. The rest of the scene will probably require depth buffering, however, so both the
depth test and depth buffer update state needs to be managed within the scene. Although particles
can be lit, it is extremely expensive to try to cause each particle to act as an OpenGL light source,
especially since the number of simultaneous available OpenGL lights are limited. Instead a few
light sources can be placed in the system to represent an overall lighting effect. Blending state must
also be managed, since antialiased particles require alpha blending to work. 

10 Precipitation 

Precipitation effects such as rain and snow can be modeled and rendered using the particle
techniques described above. The task can be broken down into several tasks: 

1. Realistic particle rendering. 
2. Computing particle dynamics. 
3. Managing particle lifetime. 

The basic particle rendering techniques are described in the preceding section. Using snowflakes as
an example; individual flakes can be rendered as white colored points. Ideally the particle size
should be rendered correctly under perspective projection as discussed for light points in Section 7.
Since the real-life particles are subject to the effects of gravity, wind, thermal convection, etc, the
modeled dynamics should include these effects. However, much of the complexity lies in the
management of the particle lifetime. Again, considering the snow example, a running simulation
must be maintained for the entire world, not just the portion that is currently visible. Particle
dynamics may cause particles to move from a portion of the world which is not currently visible to
the visible portion or vice versa. In the snow example, particles may shrink and disappear to mimic
the melting effects of the sun. 

One of the more difficult problems with managing the lifetime of particles is the end of life of the
particle. Usually snowflakes accumulate to form a layer of snow over the objects upon which they
fall. One way to model this is to terminate the particle dynamics when the particle strikes a surface
(using a collision detection algorithm), but continue to draw it in its final position. A difficulty with
this solution is that the number of particles which need to be drawn each frame will grow without
bound. Another way to solve this problem is to draw the surfaces upon which the particles are
falling as textured surfaces and when a particle strikes the surface, remove the particle from the
dynamic system and incorporate it into the texture map used to render the surface. This solution



allows the number of particles in the system to reach a steady state, but creates a new problem of
efficiently managing the texture maps for the collision surfaces. 

One way to maintain these texture maps is to use the rendering pipeline to update the maps. At the
beginning of a simulation the texture map for a surface is clean. At the end of each frame, the
particles which are to be retired this frame are drawn with an orthographic projection onto the
textured surface (the viewpoint is perpendicular to the surface) using the current version of the
texture and the resulting image replaces the current texture map. In order to avoid rendering
artifacts when transitioning a particle from its live state to the texture map, it may be necessary to
fade the live particle away over a few frames introducing a new limbo state for particles during this
transition period. 

Using a texture map for collided snow particles provides an efficient mechanism for maintaining a
constant number of particles in the system and it works well for simulating the initial accumulation
of precipitation on an uncovered surface. However, it does not serve as a realistic model for
continued accumulation since it only simulates a one dimensional layer. To simulate continued
accumulation, the model must be enhanced. 

Changing our example from snow to rain, some of the properties of the precipitation change. Rain
particles typically contain more mass than snow particles and are thus affected differently by
gravity and wind. Heavy rain may be better simulated using short antialiased line segments rather
than points to simulate motion blurring. 

The initial accumulation of rain is a more complex problem than snow. In the case of snow, an
opaque accumulation is built up over time. For rain, the rain drops are semi-transparent and they
affect the surface characteristics and thus the surface shading of the collision surface in a more
subtle manner. One way to model this effect is to create a texture map similar to the one created for
the snow model. However, this map is used in conjunction with a multipass shading technique for
the rest of the scene, partitioning the scene into two collections of pixels: those which are wet and
those which are dry. The scene is drawn twice using two different shading models, one which
renders objects which appear wet and another which renders objects with a dry appearance. The
texture map is used to choose which computation to store in the framebuffer on a pixel by pixel
basis. 

Another method to reduce the rendering workload and increase the performance of the simulation is
to reduce the number of particles using a ‘‘hollywood’’ technique. In this scheme rather than
rendering particles throughout the entire volume a ‘‘curtain’’ of particles is rendered in front of the
viewer. The use of motion blurring and fog along with lighting to simulate an overcast sky can
make the illusion more convincing. It is still possible to simulate simple accumulation of
precipitation by choosing points on collision surfaces at random (within the parameterization of the
simulation) and blending them into texture maps as described above. 
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